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1 H#hA

Linux A% R T A7 8 B0, BB PR Ik 2 TR B ) 73 e T s DR/ “ i ” s A
7 RIRERE 2y N 5 BTN “ 307, FHMMUTEZAT IR Rl il s 7 s 54
PN AF GO L L

AL LNlinux-2.6.32-220.el6 1R A A RZ S LA, A4 Linux A% HH AT R B A7 (AR

o, MUTHA B AL R ASCH KB PGSR B N AAAT RIS . Bl & .
ZALB: (RGN DAS7 N3 52 02 N7/ B 261 R R e L AW BT R s

2 BN TFEHEXEIS

2.1 NUMA (Non Uniform Memory Access)

FEDARTE AL, CPUVS A NAF B S & 2 [ R B A ¢, SRS R AN ] A7 X dak
MR AT REARE . W N, RGP H24CPU (A] LU 2/MNCPU) I, NUMAWNAEV 1]
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110
Controller

El1 NUMAPLE; )

it

Memory
Controller
19]|0J1U0)
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2 Intel NehalemZ ) FNUMA N A7 U5 1] #5575

NN E 73 ) 2 NehalemZER T, S A A7 ) AL s A A7 7 T A2

Proc0 reads from
home in DRAMO Proc0 snoops Proc1

Intel®
DRAM Processor | QPI | Processor DRAM
0 0 1 1
DRAMO returns
block to Proc Proc1 responds to ProcO

E3 Intel Nehalem& i Fp A i Y A7 15 1)
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block from Proc1 home in DRAM1

DRAM Processor
0 0

Processor DRAM
1 1

DRAM1 returns block to ProcO via QPI

El4 Intel NehalemZ iy ozt s 3 A7 15 1)
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22  TIEMERIATE (Paging and Virtual Memory)

AT I Intel CPU BT AL, ek btk = Ta) skl o S 0T, R 0Lt bk 1 00 8 i S
FIWEL GO A Linux ] SO BLEIN, 0 B2 YRR E Y. Hlintel CPUBLRIX A SE
BLHT, KRB, Fraig47{EIntel CPU L OSHRELRE S G ALE], AHEWindows.
Linux#S 2 Bt .

N EEX86/x86_6458 K, B KN A 4K, Ui JE

P PIP{U|R PTE

Address of 4KB page frame Ignored|G|A|D|A|C|W|/[/]|1] 4KB
T D|IT|S|wW page

PTE

Ignored 0] not
present

E5 x86H ) T JE 1 (Page Table Entry)
NE o il e e (Page Table Entry) %7 BUS Mo X287 BAAU IR L MM b XS Y (114
PG A S ARAE S TR A S M AR 2 R, TS 75 O A . X )m i
FELinux N A% S # s 21

*1 WiEM: (Page Table Entry) &% 7B& X

Bit Contents

Position(s)

0(P) Present; must be 1 to map a 4-KByte page

1 (R/W) Read/write; if 0, writes may not be allowed to the 4-KByte page referenced by this

entry (see Section 4.6)

2 (U1S) User/supervisor; if 0, user-mode accesses are not allowed to the 4-KByte page
referenced by this entry (see Section 4.6)

3 (PWT) Page-level write-through; indirectly determines the memory type used to access
the 4-KByte page referenced by this entry (see Section 4.9)

4 (PCD) Page-level cache disable; indirectly determines the memory type used to access
the 4-KByte page referenced by this entry (see Section 4.9)

5(A) Accessed; indicates whether software has accessed the 4-KByte page referenced
by this entry (see Section 4.8)

6 (D) Dirty; indicates whether software has written to the 4-KByte page referenced by
this entry (see Section 4.8)

7 (PAT) If the PAT is supported, indirectly determines the memory type used to access the
4-KByte pa?e referenced by this entry (see Section 4.9.2); otherwise, reserved
(must be 0)

8 (G) Global; if CR4.PGE = 1, determines whether the translation is global (see Section
4.10); ignored otherwise

11:9 Ignored

31:12 Physical address of the 4-KByte page referenced by this entry
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A TAE TR v R AR E ], BRATRE — Aol WRGHAT AN EEREIA], WRZFT LA
BEE LR AT ) BT 1, A BERES B i K AELE, T ANRE'S s X RELY i vl 5 ]
5o XFEBEATLA

Paae Tables Memory

Pronrec< i

Process j:

Yes No
]

E6 T )&y
2.2.1 PAE (Physical Address Extensions)

1Ex86 CPUM, IA732f bk 4k, Witmus LA AGHIE A ] 24 T SEIAE3247 &
G E Z (I ELN A7, Intel CPU$EfE T PAE (Physical Address Extensions) #Lilil,
XA AT LM R I 4G N A7

PAEBLEIRIHT I, T2 B ECRO. CRAFE I A7 4 MIA32_EFER MSR% {7 . W EAH
JCRO.PG =1, CR4.PAE = 1fl1IA32_EFER.LME = 0. {HPAENLHIFT TG, MMUS#32
R 2t b 4 A 524 Ay BE b . RS YL R 52107 (4PB) |, {HZ R8RS 3207,
SR T A FE (400 B 9 A2 A 3 4GB

2.2.2 PSE (Page Size Extensions)

HI T $2 2Ix86/x86_64 CPUH AL I¥ & B vt KL, BA4E T Ui L K]S BLAR A2 [
SEN), {Hx86/x86_64 CPUSLHF M Fl T I K /NKBFIAMB. K2 Hth il N OS N AE 1) &
AKBULIH, {HARGH 2 BON AR H WAFECRI, WAk Hig 2 /04MB, WIE HAMB T #: h
B

Yy P AE #sCRA.PSE = 1irf, T K/ E4MB.
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2.3 TLB (Translation Lookaside Buffers)

75 (LinuxJAEHBIEBRES ) of, TEAEA4H T CPULMDREIZ A kil 3 ok ) B b AL, XA
MREH L RV NAE, WA PO F R R TR . AT, AR
WOt WS R AECE 2 . XA AN CPUIBSRE I, A ARHFER .

CPUTS LKy 2 M s ik 45 SORAFAETLB Y, RITLBPRAFA Ze M b dik 15 4y 2L 5 0 1
KA, ZFECPU MRS ZZMEHBIEI, L n] DUNTLBH H R0 N R P R GO, A i 22
Lk bk 2P B AL (0 ST IR, RO bR S0 B T R

AT CPUCache F# #AZE, — B WAFEE 145% . TLBE—FfCache, B
FEAELRAECPUNTE, FURE IR HBIES SC R, AN HUE 8idi 2

LEEHBIE RS I, BRI SG e MTLB Y Ak, Adirth, U ELHise th Wy B i ok
ARdirrf, AT AR .

TLB Operation

Virtual Address
)
Page # | OfTset
TLB
TL!! miss
TLB X A
hit Cache Operation
Real Address
y X l || | ¥ Hit | Val
>+ » Tag| Remaind i alue
Ly £| Remainder Cache >
——
Miss |
\./-\ Main
Memory
Page Table
Value

&7 Translation Lookaside BufferflCache

3  LinuxA#Z3 438 A fEH iR

Linusclés B Py 774 [ 52 N BT (—REhAK) KI5 TE, FEPRRIIAILIT, 2y
—/&fRstruct pageEsAmem_map[ 1. WRZHHT6GHHNAE, WIAE P17 5Tk

$ 4 76%1024*1024k/4K= 199229444 T [, mem_map[ 541 K/19922944, R4
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BEASTCR AP BL N AF I —— XA, SR AR ARG8T 4 B

RS2, fEENUMAZEFY (fiNehalem. Romly%%) , Linux#NUMAH P 171j )
B0 CUZ N AAEE RIS IR — A5 (Node) , Histruct pglist_data%k
PRk, TN e typedefE X pg_data_t. R 48 4FN 45 ARl i pgdat_list
K pg_data_t->node_nextiEHite ok, % LAINULLA &5 dibr &

TAGE B A2, ORI (zones) o KIREIRAAFHH—HGERE . X
B Fstruct zone_struct& i &5 f %, ‘& ftypedefie X hzone_t.

R (Zone) HHLZAWE (Pages) i, T, Xk, W =#%%& FK.

B8 Tl DX G AR

3.1 Fi: (Node)

F A (Node) , 7ElinuxH Hstruct pglist_dataidis 25427, % 44 FH I H e fitypedef

€ X pg_data_t, ik 4k XAE X AFinclude/linux/mmzone.h

00630: /*

00631: * The pg_data_t structure is used in machines with
CONFIG_DISCONTIGMEM

00632: * (mostly NUMA machines?) to denote a higher-level memory zone
than the

00633: * zone denotes.

00634:

00635: * On NUMA machines, each NUMA node would have a pg_data_tto

describe
00636: *it's memory layout.
00637: *

http://www.ilinuxkernel.com




Linux4) #1474k

00638: * Memory statistics and page replacement data structures are
maintained on a

00639: * per-zone basis.

00640: */

00641: struct bootmem_data;

00642: typedef struct pglist_data {

00643: struct zone node_zones[MAX_NR_ZONES];
00644: struct zonelist node_zonelistsfMAX_ZONELISTS];
00645: int nr_zones;

00646: #ifdef CONFIG_FLAT_NODE_MEM_MAP  /* means ! SPARSEMEM
*/

00647: struct page *node_mem_map;

00648: #ifdef CONFIG_CGROUP_MEM_RES_CTLR

00649: struct page_cgroup *node_page_cgroup;

00650: #endif

00651: #endif

00652: struct bootmem_data *bdata;

00653: #ifdef CONFIG_MEMORY_HOTPLUG

00654: /*

00655: * Must be held any time you expect node_start_pfn,
node_present_pages

00656: * or node_spanned_pages stay constant. Holding this will also
00657: * guarantee that any pfn_valid() stays that way.

00658: *

00659: * Nests above zone->lock and zone->size_seqlock.

00660: */

00661 spinlock t node_size lock;
00662: #endif
00663: unsigned long node_start_pfn;

00664: unsigned long node_present_pages; /* total number of physical
pages */

00665: unsigned long node_spanned_pages; /* total size of physical page
00666: range, including holes */

00667: int node_id;

00668: wait_queue_head_t kswapd_wait;
00669: struct task_struct *kswapd,;

00670: int kswapd_max_order;
00671:}? end pglist_data ? pg_data_t;
00672:

P B AR B ST

node_zones: X4 XA, 7Ex86 15, ZONE_HIGHMEM, ZONE_NORMAL,
ZONE_DMA; x86_64 CPU''[X 1 f1DMA. DMA32FINORMAL —#47 .

node_zonelists: 73Hc X kB (0, ek £ifree_area_init_core()if Hmm/page_alloc.c

th 5 £ build_zonelists() ¥ &'

nr_zones: XAKIECE, (MG AN1~3; FEARIT 0SS S AT = AN X

node_mem_map: %45 SR — T /E A AR SEmem_map £ 4l Hh bk
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bdata: {7EZRGEE 3073 L A AE A

node_start_pfn: %45 55 4G BE LI 5 5

node_present_pages: %45 s 7 #7104

node_spanned_pages: 1% 17 x5 T A B T AL, LS P A7 A CanR oy dohik S A 5110
fHHD »

node_id: £5:0ID, MOTF4f;

23— AN VTS, linux Al B A6 20 B S, ISAT I CPUSRGT K — N 45 240
IR A SERE T ) T AE [/ — AN CPU_LIE AT, A H] Py A7 It gl B v A AR &5 i i 25 1)
XMFHPCZRMIUMARS:, A —NEAINpg_data_tgity, LmEah

contig_page_data.

04850: #ifndef CONFIG_NEED_MULTIPLE_NODES
04851: struct pglist_data __ refdata contig_page_data = { .bdata =
&bootmem_node_data[0] };

04852: EXPORT_SYMBOL(contiq page data);
04853: #endif

3 3 T A 5 oA] LU I for_each_online_pgdat(pgdat) i 528 .

00830: /**
00831: *for_each_online_pgdat - helper macro to iterate over all online
nodes
00832: * @pgdat - pointer to a pg_data_t variable
*/

00833:

00834: #define for_each_online_pgdat(pgdat) \
00835: for (pgdat = first_online_pgdat(); \
00836: pgdat; \

00837: pgdat = next_online_pgdat(pgdat))

3.2 XiF (Zone)
3.2.1 [XiEZEE

T (Node) NI LIA Z AR,  IATLL R LRI

00198: enum zone_type {

00199: #ifdef CONFIG_ZONE_DMA

00218: ZONE_DMA,

00219: #endif

00220: #ifdef CONFIG_ZONE_DMA32

00221 /*

00222: *x86_64 needs two ZONE_DMAs because it supports devices
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that are

00223: * only able to do DMA to the lower 16M but also 32 bit devices
that

00224: * can only do DMA areas below 4G.

00225: */

00226: ZONE_DMA32,

00227: #endif

00233: ZONE_NORMAL,

00234: #ifdef CONFIG_HIGHMEM

00235: /*

00236: * A memory area that is only addressable by the kernel through
00237: * mapping portions into its own address space. This is for
example

00238: * used by 1386 to allow the kernel to address the memory beyond
00239: * 900MB. The kernel will set up special mappings (page

00240: * table entries on i386) for each page that the kernel needs to
00241 *access.

00242: */

00243: ZONE_HIGHMEM,
00244: #endif
00245: ZONE_MOVABLE,

00246: _ MAX_NR_ZONES
00247: };
ZONE_DMA

FEARNAAI — R X3, IR X3 AR UE T 24 (Industry Standard Architecture) 1
HAEH], EADMANTE. IX 50 X K NFICPUSKI A ¢, 7EX864H T, %32 X s A/
P 16MB.

ZONE_DMA32
A XA & A SRS M SR FODMAN A2 8] . AR AR, AN AE640T R4t

TR 32D R G, IXE XA (Ex86-644L 4, Xy (11X 85 f 4 0~4GB.

ZONE_NORMAL
J&T"ZONE_NORMAL ) A 78 N A% L WU B Stk ik o X870 XA 37 A e A7 AE
XERIP I, AnE6AN RGE, 4 RGUHAGBYIELNAE, T AT B3 N A7 s T
ZONE_DMA32, [fliZONE_NORMALIX 1 4 %= .
VP2 WIZHRAE RN AEZONE_NORMAL A7 X IHEAT, T LUK 73 A2 AR GEIE e SCHE 1 3
J7 e
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ZONE_HIGHMEM
SERGER T R AAE, RPN AZ Bt b () B, 3 50 A AN BB 2 P %

PEA N W S 230k (Linux A% &8 N AE)  Chttpa/filinuxkernel.com/?p=1013) .

FEXSBHH N AE AT = Fh X 1k: ZONE_DMA, ONE_NORMAL, ZONE_HIGHMEM.
ANRZRA R X S S AN R 5 2. AE320 ARG h &yt 1G (WA 183G (I 48 1m))
BELERE el T 1 P Sy e S

B ZONE_DMA WAEIT 4 11 16MB

B ZONE_NORMAL 16MB~896MB

B  ZONE_HIGHMEM 896MB ~ £l

AG (NRZAEID 14G (28] ik 2SR, = FhR A X e 1) 93 -
B ZONE_DMA WAF 45111 16MB
B ZONE_NORMAL 16MB~3968MB
B ZONE_HIGHMEM 3968MB ~ 4l
32-bit 64-bit

Up to 64 GB(PAE) End of RAM

Highmem Zone
Normal Zone

896 MB or 3968MB

4GB
Normal Zone
DMA32 Zone
16MB
DMA Zone 16MB
0 DMA Zone
0

B9 3247 6447 R 4t P A7 X A5kl 43
ZEGANILINUXARZHF, WA =/ XIHDMA. DMA32HINORMAL

m ZONE_DMA WAF TR ) 16MB
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B ZONE_DMA32 16MB~4GB

B ZONE_NORMAL 4GB~ %t

WT6MLRGE T, N ANAERI N A (ZONE_HIGHMEM) , R &% 304 (Linux

WAZEa A7) Chttp://ilinuxkernel.com/?p=1013) .

3.2.2  struct zoneZE ik

REHLIX 35 1) 53R 45 74y struct zone.. zonelRiEFic sk —28fE &, WM g . =
PRI L THT A 45, B0 4544 e AL A Finclude/linux/mmzone.h

00287: struct zone {

00288: /* Fields commonly accessed by the page allocator */

00289:

00290: /* zone watermarks, access with *_wmark_pages(zone) macros
*/

00291 unsigned long watermark[NR_WMARK];

00310: unsigned long lowmem_reserve[MAX_NR_ZONES];
00311:
00312: #ifdef CONFIG_NUMA

00313: int node;

00314: /*

00315: * zone reclaim becomes active if more unmapped pages exist.
00316: */

00317: unsigned long min_unmapped_pages;

00318: unsigned long min_slab_pages;

00319: struct per_cpu_pageset *pageset[NR_CPUS];
00320: #else

00321: struct per_cpu_pageset pageset[NR_CPUS];
00322: #endif

00323: /*

00324 * free areas of different sizes

00325: */

00326: spinlock_t lock;

00327: #ifdef CONFIG_MEMORY_HOTPLUG

00328: /* see spanned/present_pages for more description */

00329: seqglock_t span_seqlock;
00330: #endif
00331: struct free_area  free_area[MAX_ORDER];

00353: /* Fields commonly accessed by the page reclaim scanner */
00354: spinlock_t Iru_lock;

00355: struct zone_lru {

00356: struct list_head list;
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00357: } Iru[NR_LRU_LISTS];

00358:

00359: struct zone_reclaim_stat reclaim_stat;

00360:

00361.: unsigned long pages_scanned; /* since last reclaim */
00362: unsigned long flags; /* zone flags, see below */
00363:

00364: /* Zone statistics */
00365: atomic_long_t vm_stat[NR_VM_ZONE_STAT_ITEMS];
00366:

00380: int prev_priority;

00386: unsigned int inactive_ratio;

00416: wait_queue_head t* wait_table;

00417: unsigned long wait_table_hash_nr_entries;
00418: unsigned long wait_table_bits;

00419:

00420: /*

00421: * Discontig memory support fields.

00422: */

00423: struct pglist_data *zone_pgdat;
00424 /* zone_start_pfn == zone_start_paddr >> PAGE_SHIFT */
00425: unsigned long zone_start_pfn;

00437: unsigned long spanned_pages; /* total size, including holes
*/

00438: unsigned long present_pages; /* amount of memory
(excluding holes) */

00439:

00440: /*

00441.: * rarely used fields:

00442: */

00443: const char *name;

00444:

00445: unsigned long padding[16];

00446:}? endzone? ____cacheline_internodealigned_in_smp;

SR L A AR R e

lock: spinlockB L X 3k ) 5 2 Vs 1] 5

pages_min, pages_low#ipages_high: [DXIsf) “/KaE” , BI85 3 P ) A [ K HE

lowmem_reserve: £ X REANXILARAF ) DU AL, PRIEEARMT AP R, HE A7
PN

free_area: buddy ;i a5 1T H 1125 P X 3k AT 6 5

wait_table, wait_table_bits#vait_table_hash_nr_entries: 254545 K T i (3t hash %,
XA%fwait_on_page()flunlock_page()E%; BAFI_E SRR R R A5 F, 4R 2 1,
W TANIERE, MERER T LAk 40T

zone_pdgat: #5114 5kpg_data_t;
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zone_start_pfn: ZX k4l 5B G S

zone_present_pages: 145 s 1 L3 0L TR 2

zone_spanned_pages: 1% 17 mi "I AT B DT TR A, ALHE I AT AT Canss g3 Bkl S 4110
fEHD

name: X4, “DMA “, “DMA32” , ” Normal “, “HighMem” ;

3.3 @ (Page)

FRGE AT T E PR AR, R4 5O, AN T histruct page & F itk . WAZEWIAG AL
I, SR AR/ SEHE B 2 D O, AR SO S — S page 4 i 5 R, X8k
i BARAEAE 4 R4l A2 Emem_map™ . mem_mapili i 774 #EZONE_NORMAL[X I,
TENAEB/NIBLAS T, SO A B 55 I — R (R L. 5 2D MBI,
AT Zstruct pagediky, WIRZ % HE128GBYHE N A7, struct page&s 1A K/ 40T,
Wmem_map[ [ sk o P P 47K /N A 128%1024%1024k/4k * 40 = 1280MB,  BfiLinux 4
1% B4 1 1280MBH B P 47 K (R A7 mem_map[ 14041, X35 A7 AR T BAE i . DRt
struct page £ i R /N ANBEBE TR K.

3.3.1  struct pageZE R

struct page$dhi 44 ¥4 52 AE SCAEinclude/linux/mm_types.h 30 #E b,
00040: struct page {

00041.: unsigned long flags; /* Atomic flags, some possibly
00042: * updated asynchronously */

00043: atomic_t _count; /* Usage count, see below. */
00044: union {

00045: atomic_t _mapcount; /* Count of ptes mapped in mms,
00046: * to show when page is mapped

00047: * & limit reverse map searches.

00048: */

00049: struct{ /*SLUB*/

00050: ul6 inuse;

00051: ul6 objects;

00052: }

00053: };

00054: union {

00055: struct {

00056: unsigned long private;

00063: struct address_space *mapping;

00070: };

00071: #if USE_SPLIT_PTLOCKS
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00072:
00073:
00074:
00075:
00076:
00077:
00078:
00079:
00080:
00081
00094:
00095:
00096:
00097:
00098:
00099:
00100:

spinlock_t ptl;
#endif
struct kmem_cache *slab; /* SLUB: Pointer to slab */
struct page *first_page; /* Compound tail pages */
}? end{anon_union} ? ;
union {
pgoff tindex; /* Our offset within mapping. */
void *freelist; /* SLUB: freelist req. slab lock */
3
struct list_head Iru;
#if defined(WANT_PAGE_VIRTUAL)

void *virtual; /* Kernel virtual address (NULL if
not kmapped, ie. highmem) */
#endif /* WANT_PAGE_VIRTUAL */
#ifdef CONFIG_WANT_PAGE_DEBUG_FLAGS
unsigned long debug_flags;  /* Use atomic bitops on this */
#endif

00101:

00102

00107:
00108:

00109

00110:

- #ifdef CONFIG_ KMEMCHECK
void *shadow;

#endif

:}? endpage? ;

page 4ttt 2K LUk

flags: iR TR MbRE . P ts & Eincludel/linux/page-flags.hise X, T Zihx
HEfLFEPG_locked. PG_error. PG_referenced. PG_uptodate. PG_active. PG_dirty.
PG_Irufs. REGHE LT V2 2RI, R, BCE ARG P A F bit.

mapping: 3CFEE BB BTN AE I, e AITinode 4 K4 i 2> Mladdress_space
DG . M U8 T — AN SO, mapping sl 23 1 X AN bk == i) o Lk A GO 2
20 WU IR, Tijaddress_spacen i:swapper_space, swapper_space & Bl A #t
Hhuhk = TR o

index: XAMEA WAL, BB T SO PR A . A7 SO 8 T SO e
55, Windexs& 1% GURAESCAF P B AS o 47 DU ACHRGE T DX — 8 7), Mlindex & 1
[fi{Eaddress_spacexs # bk 2= [l (¥ #% i (swapper_space) . 74, —LL gl
—NERREN, R IR 2O 2R B PP LD fRA7AEindex T, X
MEAERE_ free_pages ok()H & .

_count: SUAZITIIM T4, Mz EA B0, TUm ey LA, MK FOomt, EIREH
AN A HERR AR A ] Z T

_mapcount: B[R SILAT Z/DIR RZ . .
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Iru: 4 DU e, o DA 4 HY %) 00T T BE A7 AE Tactive_listal #inactive_list (1
page_alloc.cH /& X) . XJELRU (Least Recently Used) 4% .

virtual: 1EF B R AT b T ZONE_NORMAL() I P A% Bt . XfF
ZONE_HIGHMEMIX 11y 5T I, A AE I kmap () kU ST . 2 SO WU /5, virtual
ISR R ML

3.3.2 TEkRE

DUHbR IO B, W PNAF B S R 1O 55 T2 P A% 3 0l Rt v 3482 4 FH 380 it

Mibr&. B bR AEincludelinux/page-flags.hH e X

00075: enum pageflags {

00076: PG_locked, /* Page is locked. Don't touch. */
00077: PG _error,

00078: PG_referenced,

00079: PG_uptodate,

00080: PG_dirty,

00081 PG_lIru,

00082: PG_active,

00083: PG slab,

00084: PG_owner_priv_1, /* Owner use. If pagecache, fs may use*/
00085: PG _arch_1,

00086: PG_reserved,

00087: PG_private, /* If pagecache, has fs-private data */
00088: PG_private_2, /* If pagecache, has fs aux data */
00089: PG_writeback, /* Page is under writeback */
00090: #ifdef CONFIG_PAGEFLAGS_EXTENDED

00091 PG _head, /* A head page */

00092: PG _tail, /* A tail page */

00093: #else

00094 PG_compound, /* A compound page */

00095: #endif

00096: PG_swapcache, /* Swap page: swp_entry_tin private */
00097: PG_mappedtodisk,  /* Has blocks allocated on-disk */
00098: PG_reclaim, /* To be reclaimed asap */

00099: PG_buddy, /* Page is free, on buddy lists */

00100: PG_swapbacked, /* Page is backed by RAM/swap */
00101: PG_unevictable, /* Page is "unevictable™ */

00102: #ifdef CONFIG_MMU

00103: PG_mlocked, /* Page is vma mlocked */

00104: #endif

00105: #ifdef CONFIG_ARCH_USES PG_UNCACHED

00106: PG_uncached, /* Page has been mapped as uncached */
00107: #endif

00108: #ifdef CONFIG_MEMORY_FAILURE

00109: PG_hwpoison, /* hardware poisoned page. Don't touch */
00110: #endif
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00111: #ifdef CONFIG_TRANSPARENT_HUGEPAGE
00112: PG_compound_lock,

00113: #endif

00114: __ NR_PAGEFLAGS,

00115:

00116: /* Filesystems */

00117: PG_checked = PG_owner_priv_1,

00123: PG_fscache = PG_private_2,/* page backed by cache */
00124:

00125: /* XEN */

00126: PG_pinned = PG_owner_priv_1,

00127: PG_savepinned = PG_dirty,

00128:

00129: /* SLOB */

00130: PG_slob_free = PG_private,

00131:

00132: /* SLUB */

00133: PG slub_frozen = PG _active,

00134: PG_slub_debug = PG_error,

00135: };

X HLORE— N ELE LA BRI AR A -
PG_locked: WU AL, #IZA B E TI%AL, WA SCVF AR FCA 820 U5 1) 12 5T
IXPHORBE 1L A7 B RE OB B (52 25 0F, =2 AR B IpCRcHie 21— U N, 5 fe e
FCAts A AZ R 70 V5 )2 0T, PR B A R by, O A% 0 BE U7 1R FR 445, Ui 3

PG_error: I/OWHT, HERAEMITIAIS, MikEzbrs.

PG_referencedfIPG_active: il R Gl H 0L TS ERAERE . XM B X swap R 4cik
POt ) DI AR

PG_update: 75Dl 56 N PRBE & E A DU A8l . bR G AN 25 1/OFR A
K.

PG_dirty: 447 DU BB AP e o BBl A — 2y, v E i bn G . 7R HdE
FIPRI, T IR EREOR B RE, B IR AR LR S B e g b, iy R VCE
bk, oz A A R

PG_lru: b HI Sk S B oL 1 [ ORI AL 4t o

PG_highmem: X< IUIHIA J& T & i A A7
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4 LinuxYIBARAFHERAERES

4.1  /proc/zoneinfo

root@yiquan-ThinkPad-X200: /proc# cat zoneinfo
Node ©, zone DMA
pages free 3977
min 66
low 82
high 99
scanned 0
spanned 4080
present 3913
nr_free_pages 3977
nr_inactive_anon @
nr_active_anon @
nr_inactive_file @
nr_active_file @
nr_unevictable @
nr_mlock ]
nr_anon_pages O
nr_mapped 0
nr_file_pages ©
nr_dirty 0
nr_writeback o
nr_slab_reclaimable @
nr_slab_unreclaimable @
nr_page_table_pages @
nr_kernel_stack ©
nr_unstable o

4.2  [proc/pagetypeinfo

root@yiquan-ThinkPad-X200: /proc# cat pagetypeinfo
age block order: 9
ages per block: 512

Free pages count per migrate type at order

e zone DMA, type Unmovable
zone DMA, type Reclaimable
zone DMA, type Movable
zone DMA, type Reserve
zone DMA, type Isolate
zone DMA32, type Unmovable
zone DMA32, type Reclaimable
zone DMA32, type Movable
zone DMA32, type Reserve
zone DMA32, type Isolate
zone Normal, type Unmovable
zone Normal, type Reclaimable
zone Normal, type Movable
zone Normal, type Reserve
zone Normal, type Isolate

=]
oo OR
NOQO@@N L

w
o

NOO~N~NO

~ o
COROROONNOOOOARA

= o

(=N =)

COOR WOENNVOOODOON
= w

PO, WO ONOINDODO W
w

CORUWUNOOOAROOOARW
COONHROONODOOOOOO RO
CO0OROPR AR @
@@ HFrHPIIOHWROIDOH®
QERHROQOHROROROOOW
CrRrROCORUVODODOCODO WO OO

o]
0
o]
0
o]
0
o]
<]
0
<]
0
<]
0
<]

@ORNNDONO

Number of blocks type Unmovable Reclaimable Movable Reserve Isolate
Node 8, zone DMA <] 6

, Zone DMA32 12 1504

, zone Normal 82 340

4.3  /sys/devices/system/node/node*/meminfo

http://www.ilinuxkernel.com




Linux4# A f7-4 34

root@yiquan-ThinkPad-X200: /sys/devices/system/node/noded# cat meminfo
e ® MemTotal: 4087776 kB
0 MemFree: 2878244 kB
0 MemUsed: 1209532 kB
0 Active: 387284 kB
® Inactive: 535136 kB
® Active(anon): 322828 kB
0 Inactive(anon): 178240 kB
0 Active(file): 64456 kB
0 Inactive(file): 356896 kB
0 Unevictable: 0 kB
0 Mlocked: 0 kB
0 Dirty: 32 kB
0 Writeback: 0 kB
e © FilePages: 600164 kB
0 Mapped: 83092 kB
® AnonPages: 322412 kB
6 Shmem: 178816 kB
0 KernelStack: 2560 kB
0 PageTables: 22560 kB
6 NFS_Unstable: 0 kB
® Bounce: 0 kB
0 WritebackTmp: 0 kB
0 Slab: kB
0 SReclaimable: kB
® SUnreclaim: kB
0 AnonHugePages: kB

4.4 echo m > /proc/sysrqg-trigger

[root@RH2285 sys]# echo m > /proc/sysrg-trigger
[root@RH2285 sys]#
SysRq : Show Memory
Mem-Info:
Node 0 DMA per-cpu:
active_anon:9285 inactive_anon:2 isolated_anon:0

active_file:9114 inactive_file:29422 isolated_file:0

unevictable:0 dirty:0 writeback:0 unstable:0

free: 18271427 slab_reclaimable:4624 slab_unreclaimable:20536

mapped:5436 shmem:59 pagetables:1370 bounce:0
Node 0 DMA free:15532kB min:16kB low:20kB high:24kB active_anon:0kB inactive_anon:0kB active_file:0kB
inactive_file:0kB unevictable:0kB isolated(anon):0kB isolated(file):0kB present:15120kB mlocked:0kB dirty:0kB
writeback:0kB mapped:0kB shmem:0kB slab_reclaimable:0kB slab_unreclaimable:0kB kernel_stack:0kB
pagetables:0kB unstable:0kB bounce:0kB writeback_tmp:0kB pages_scanned:0 all_unreclaimable? no
lowmem_reserve[]: 0 2991 36321 36321
Node 0 DMA32 free:2387360kB min:3708kB low:4632kB high:5560kB active_anon:0kB inactive_anon:0kB
active_file:OkB inactive_file:0OkB unevictable:0kB isolated(anon):0kB isolated(file):0kB present:3063584kB
mlocked:0kB dirty:0kB writeback:0kB mapped:0kB shmem:0kB slab_reclaimable:0kB slab_unreclaimable:0kB
kernel_stack:0kB pagetables:0kB unstable:0kB bounce:0kB writeback_tmp:0kB pages_scanned:0
all_unreclaimable? no
lowmem_reserve[]: 0 0 33330 33330
Node 0 Normal free:33934856kB min:41312kB low:51640kB high:61968kB active_anon:25156kB
inactive_anon:0kB active_file:29252kB inactive_file:93552kB unevictable:0kB isolated(anon):0kB
isolated(file):0kB present:34129920kB mlocked:0kB dirty:0kB writeback:0kB mapped:17032kB shmem:112kB
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slab_reclaimable:11712kB slab_unreclaimable:61124kB kernel_stack:3168kB pagetables:2744kB unstable:0kB
bounce:0kB writeback_tmp:0kB pages_scanned:0 all_unreclaimable? no

lowmem_reserve[]: 0000

Node 1 Normal free:36747960kB min:45068kB low:56332kB high:67600kB active_anon:11984kB
inactive_anon:8kB active_file:7204kB inactive_file:24136kB unevictable:0kB isolated(anon):0kB
isolated(file):0kB present:37232640kB mlocked:0kB dirty:0kB writeback:0kB mapped:4712kB shmem:124kB
slab_reclaimable:6784kB slab_unreclaimable:21020kB kernel_stack:280kB pagetables:2736kB unstable:0kB
bounce:0kB writeback_tmp:0kB pages_scanned:0 all_unreclaimable? no

lowmem_reserve[]: 0000

Node 0 DMA: 1*4kB 1*8kB 0*16kB 1*32kB 2*64kB 0*128kB 0*256kB 0*512kB 1*1024kB 1*2048kB 3*4096kB
= 15532kB

Node 0 DMA32: 8*4kB 16*8kB 4*16kB 8*32kB 11*64kB 6*128kB 4*256kB 9*512kB 8*1024kB 6*2048kB
576*4096kB = 2387360kB

Node 0 Normal: 276*4kB 413*8kB 193*16kB 54*32kB 34*64kB 15*128kB 10*256kB 6*512kB 5*1024kB
2*2048kB 8278*4096kB = 33934856kB

Node 1 Normal: 495*4kB 692*8kB 228*16kB 87*32kB 39*64kB 18*128kB 19*256kB 11*512kB 4*1024kB
3*2048kB 8962*4096kB = 36747836kB

38601 total pagecache pages

0 pages in swap cache

Swap cache stats: add 0, delete 0, find 0/0

Free swap =0kB

Total swap = OkB

18874352 pages RAM

314941 pages reserved

27283 pages shared

262676 pages non-shared

[root@RH2285 sys]#
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